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Abstract

Designing equitable subnational transfers requires separating structural expendi-
ture needs from managerial inefficiency and local fiscal preferences. We propose a
governance-oriented framework combining Bayesian stochastic frontier analysis and
Bayesian model averaging to identify needs transparently under model uncertainty.
Using Spain’s regional health system (2010-2022, excluding 2020-2021) as a testing
ground, we condition out fiscal capacity and behaviour via a financing decomposition.
Results show that age structure (PPE) dominates structural costs and insularity is a
robust positive cost shifter; surface area does not meet the robustness threshold for
inclusion in the formula. Health status (mortality) is excluded from the needs-weight
formula because its independent contribution cannot be reliably identified once fiscal
capacity is controlled for; we treat this as an open question for future research rather
than evidence that morbidity is not a genuine cost driver. The framework generalises

to other federal systems facing demographic and territorial pressures.
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1. Introduction

A central governance challenge in fiscal federalism is to design equalization transfers that
bridge the gap between structural expenditure needs and fiscal capacity without inadver-
tently subsidising managerial slack or discretionary fiscal preferences. In practice, central
governments observe realised spending, not the counterfactual minimum cost of delivering a
standard service at a standard level of effort. Hence, when formulas are calibrated directly on
observed spending, three forces are often conflated: (i) structural needs (e.g., demographic
and territorial cost drivers), (ii) local preferences or policy choices (e.g., tax cuts or higher
amenities), and (iii) inefficiency in production or management. This identification problem
undermines transparency, weakens the budget constraint, and fuels political bargaining over
the parameters of the formula.

We address this problem with a governance-oriented framework that combines Bayesian
Stochastic Frontier Analysis (SFA) with Bayesian Model Averaging (BMA). SFA estimates
a “best-practice” cost frontier, attributing deviations from the frontier to a one-sided ineffi-
ciency component rather than to structural need (Aigner et al., 1977; Meeusen and van den
Broeck, 1977; Greene, 2004, 2007). In parallel, BMA aggregates evidence across plausible
specifications and offers a transparent framework for handling model uncertainty and speci-
fication risk (Steel, 2020). Taken together, these two elements harden the budget constraint:
they help ensure that the equalization formula compensates needs while avoiding transfers
that would reward inefficiency or chosen preferences.

We use the regional health sector in Spain as an empirical setting. Health care accounts
for the largest share of subnational budgets and embodies the most salient structural cost
drivers (ageing, remoteness, insularity). The Spanish adjusted population formula explicitly
recognises demographic and geographic drivers in the health block, but empirical estimates
used to inform the weights have historically been sensitive to specification choice and data

definitions (e.g., De la Fuente and Gundin, 2009; Lago and Vaquero, 2023). Our contribution



reframes the allocation mechanism as an identification problem and proposes a methodolog-
ical framework that is transferable to other decentralized settings.

Although our empirical setting is the Spanish system of regional health financing, the
question we address—whether equalization formulas should rest on demographic structure
alone or also incorporate morbidity, geography, and socioeconomic conditions—recurs wher-
ever a nationally funded health budget is combined with decentralized provision. Italy offers
a close institutional parallel: a Servizio Sanitario Nazionale managed by regions, in which
inter-regional allocation rests primarily on age-weighted populations, with a long-standing
and politically charged debate over the inclusion of additional socioeconomic criteria (Pia-
cenza and Turati, 2014; Fantozzi et al., 2025). Analogous debates surround the capitation
formulas of the English NHS and many other systems surveyed by Rice and Smith (2001).
A common analytical difficulty underlies all of them and motivates our approach: observed
expenditure reflects not only structural needs but also fiscal capacity, managerial efficiency,
and discretionary preferences, so that formulas calibrated on raw spending risk conflating
genuine need with the determinants of supply (Rice and Smith, 2001).

Methodologically, we estimate a stochastic cost frontier for regional public health ex-
penditure using a panel of 15 common-regime Autonomous Communities over 2010-2022
(excluding 2020-2021 to avoid COVID-19 distortions), with accrual-based ESA/COFOG ac-
counts as the dependent variable. Structural needs are captured through (i) the age-adjusted
protected population (PPE), (ii) geography (surface, dispersion, insularity), and (iii) pop-
ulation health status (age-adjusted mortality). Crucially, we strip preferences and fiscal
behaviour from the frontier by including a decomposition of financing into (i) normative re-
sources (homogeneous effort), (ii) the tax-policy component (tax regulatory powers), and (iii)
the lagged non-financial balance (deficit). These variables are not treated as need drivers in
the allocation rule; rather, they ensure that estimated coefficients for structural cost drivers

reflect costs at a standard level of fiscal effort.!

!This strategy addresses the common critique that regions may spend more because they choose to
(preferences) or because they finance spending with deficits. By conditioning on financing structure with a



On the frontier side, we allow the inefficiency term to follow a truncated-normal dis-
tribution whose mean and scale depend on observed covariates (e.g., income per capita
and inequality) and a random component capturing latent heterogeneity, under a “scale-
property” specification (Battese and Coelli, 1995; Greene, 2004, 2007; Galan et al., 2014).
This distinction between heterogeneity and inefficiency is essential in health applications,
where failing to separate them risks misattributing structural cost differences to managerial
performance (Greene, 2004). To handle specification risk, we estimate five nested model
classes that vary where heterogeneity enters (frontier, inefficiency mean, inefficiency scale,
or both) and compare them using leave-one-out cross-validation (LOO-IC) before averaging
posterior quantities via BMA with stacking weights (Steel, 2020; Yao et al., 2018).

Our empirical findings are straightforward and policy-relevant. First, the age structure of
the protected population (PPE) overwhelmingly drives structural health costs, consistently
receiving the largest weight. Second, insularity emerges as a positive and economically mean-
ingful cost driver, with strong support in the preferred and BMA-aggregated specifications,
although some intermediate specifications yield credible intervals that touch zero; it nonethe-
less deserves explicit recognition in allocation rules. Third, population health status (morbid-
ity) shows a positive unconditional association with spending, but its conditional effect is not
robustly positive once financing controls are included. We exclude it from the needs formula
because its independent contribution cannot be identified reliably in our framework, not be-
cause we conclude it is not a genuine cost driver; we treat this as an open question for future
research. By contrast, surface and dispersion exhibit smaller and less robust effects across
specifications. Models that incorporate observed and latent heterogeneity in the inefficiency
distribution dominate simpler alternatives in fit and prediction—and BMA delivers posterior
“consensus” weights with credible intervals, limiting the scope for ex-post cherry-picking of
preferred specifications.

The contribution of this paper is threefold. First, we provide a governance-oriented identi-

one-year lag, we align timing with budget decisions and avoid mechanical contemporaneous feedback.



fication framework for subnational equalization that separates needs from preferences and in-
efficiency using a Bayesian cost frontier. Second, we integrate an accrual-based ESA/COFOG
panel with an explicit financing decomposition (normative resources I1, tax-policy component
12, and lagged deficit) to disentangle preferences from the frontier—a step often omitted in
practice. Third, we translate BMA-based posterior estimates into policy-ready weights for the
health block, complete with credible intervals and robustness diagnostics, enabling evidence-
based recalibration of the adjusted population formula.

Although our application focuses on the health block in Spain, the same logic can be repli-
cated for education and social services to construct a comprehensive, evidence-based formula,
and adapted to other federal or quasi-federal countries that aim to modernise their multi-tier
financial architecture under demographic and territorial pressures. More broadly, embedding
SFA and BMA into the methodological framework strengthens subnational governance: it
clarifies what the centre will finance (structural need) and what it will not (inefficiency and
discretionary behaviour), thereby enhancing transparency, credibility and fairness in inter-
governmental transfers.

The remainder of the paper details the institutional background and identification chal-
lenge (Section 2), the data and measurement strategy (Section 3), the econometric framework
(Section 4), empirical results and posterior weights (Section 5), and governance implications

(Section 6).

2. Conceptual Framework and Related Literature

2.1. The Spanish Institutional Setting

Spain’s regional finance system allocates resources across the 15 common-regime Autonomous
Communities through an adjusted population formula that comprises specific components
for health, education, social services and other regional services different from these. In

the health block, the age-adjusted protected population (PPE) is combined with selected



geographic variables—surface (SUP), dispersion (ENT) and insularity (INS)—to recognise
structural cost differentials so that equal service standards can be financed equitably.? A
key measurement choice throughout our analysis is the use of protected population (PP)—
the population covered by the public health system—rather than residential population as
the denominator for all structural cost drivers. This aligns with the logic of the adjusted
population formula and distinguishes our approach from much of the comparative literature
that uses residential population.

In practice, the mapping from econometric estimates to policy weights has been debated
in Spain, with evidence showing that results can be sensitive to specification and data choices
(e.g., De la Fuente and Gundin, 2009; Lago and Vaquero, 2023). Our application follows the
standard health-block logic—estimating a cost function conditional on health status—and
updates the measurement with accrual-based ESA/COFOG accounts, a consistent panel for
2010-2022 (excluding 2020-2021), and explicit definitions for PPE, INS, SUP and ENT. We
also incorporate population health status (age-adjusted mortality, TMA) as a candidate cost

driver; its conditional effect and exclusion from the formula are discussed in Section 5.

2.2. Identifying Needs in Fiscal Federalism: A Review

The debate on subnational transfers has evolved significantly across the first and second
generations of fiscal federalism theory. Traditionally, the first generation approach focused
on the objective measurement of expenditure needs to ensure horizontal equity (Musgrave
and Musgrave, 1959; Oates, 1972). In the Spanish context, this is reflected in the poblacion
ajustada (adjusted population) formula, which relies on demographic proxies to distribute
health funds (Zabalza and Lépez-Laborda, 2011). As noted by the authors, this system
aimed to ensure horizontal equity by weighting regional needs, yet its static nature has
faced increasing scrutiny as social and demographic demands evolve. However, traditional

tasks fueled by ageing and territorial dispersion are now meeting new demands arising from

2This structure is embedded in the statutory framework of Spain’s regional finance; we refer to the legal
setting generically to keep the focus on the econometric identification.



increasing inequality and the need for tailored-fiscal approaches to mitigate polarization.

Recent second generation contributions emphasize that simply observing historical ex-
penditure is insufficient, as it fails to account for incentive compatibility and administrative
capabilities (Weingast, 2009). A core governance problem arises when trying to disentangle
structural costs from managerial inefficiency—often referred to as slack—and discretionary
fiscal preferences (Molina-Parra and Martinez-Lépez, 2018). While several studies have uti-
lized Stochastic Frontier Analysis (SFA) to measure regional efficiency in isolation (Greene,
2004; Kumbhakar and Lovell, 2003), few have successfully translated these technical frontier
estimates into robust, policy-ready allocation weights.

Furthermore, the technical literature often suffers from specification risk, where the choice
of variables in the funding formula remains a point of political friction rather than evidence-
based consensus. By incorporating Bayesian Model Averaging (BMA), our work addresses
the uncertainty inherent in model selection (Hoeting et al., 1999). This bridge between
rigorous SFA identification and BMA-weighted consensus allows us to move beyond the cost-
plus logic of early federalism toward a governance-oriented framework that hardens budget
constraints while protecting social welfare provision in the face of broad-ranged inequality.

The Spanish debate over the poblacion ajustada formula mirrors discussions in other
nationally-funded, regionally-managed systems. In Italy, allocation under Legislative De-
cree 68/2011 rests chiefly on age-weighted populations, and a 2023 reform introduced so-
cioeconomic indicators only as a small, discretionarily-set correction (Fantozzi et al., 2025).
The Swiss charges or burden equalization takes into account three categories: geographic-
topographic factors (such as mountainous areas), urban agglomeration, and large city centers
(Schaltegger and Schmid, 2023). In the English NHS, the capitation formula combines age,
morbidity, mortality, and geography, and its calibration has been repeatedly contested on
equity grounds (Rice and Smith, 2001). A recurring theme in this literature is the distinc-
tion between legitimate needs factors and the illegitimate supply and policy factors that also

shape observed spending (Rice and Smith, 2001)—precisely the separation our framework is



designed to achieve.

2.3. A Governance-Oriented Framework

A central governance problem is that the central government observes realised spending, not
the counterfactual minimum cost of delivering a standard service at a standard level of effort.

Conceptually,

yir = dneedsy) + g(preferences;,) + inefficiency; + e, (2.1)

where y;; is observed expenditure. Calibrating equalization on y;; via standard regressions
risks conflating: (i) structural needs (demography, geography, morbidity), (ii) local prefer-
ences or fiscal behaviour (chosen tax effort, amenities, use of deficits), and (iii) managerial
wefficiency. If inefficiency is correlated with needs, or preferences are omitted, coefficients
on structural cost drivers are biased. Thus, the resulting formula may inadvertently subsidise
either technical inefficiency or discretionary policy choices.

We address this identification problem with a governance-oriented framework that com-
bines Bayesian Stochastic Frontier Analysis (SFA) and Bayesian Model Averaging (BMA).
SFA estimates a best-practice cost frontier and attributes deviations to a one-sided ineffi-
ciency component rather than to structural need (Aigner et al., 1977; Meeusen and van den
Broeck, 1977; Greene, 2004, 2007). In our specification, the inefficiency term follows a
truncated-normal distribution whose mean and scale depend on observed covariates (e.g.,
income per capita and inequality) and a random component capturing latent heterogeneity,
under the scale-property setup (Battese and Coelli, 1995; Greene, 2004; Galén et al., 2014).
Crucially, we strip preferences and fiscal behaviour from the frontier by including a decompo-
sition of financing into: (i) normative resources (homogeneous tax effort), (ii) the tax-policy

component (tax regulatory powers), and (iii) the non-financial balance (deficit/surplus).?

3These financing variables enter the frontier to condition on fiscal behaviour and administrative choices;
they are not treated as need drivers in the final allocation rule. The one-year lag aligns with budget decision
timing and avoids mechanical contemporaneous feedback.



On model uncertainty, BMA aggregates across a set of plausible specifications by weight-
ing them with LOO-based stacking weights—interpreted as relative predictive contributions
within the candidate set (Yao et al., 2018; Garcia-Donato et al., 2025)—producing consen-
sus estimates and a documented, transparent process for handling model uncertainty and
specification risk (Steel, 2020). This limits ex-post cherry-picking of convenient specifica-
tions, strengthens transparency, and aligns the econometric framework with the governance
objective: compensate needs, do not subsidise inefficiency or chosen preferences.

Embedding SFA and BMA in the design of the health block clarifies what the central
government will finance—structural cost drivers such as ageing (PPE) and insularity (INS)—
and what it will not—inefficiency or discretionary fiscal behaviour. This hardens the budget
constraint, increases credibility, and improves fairness in intergovernmental transfers. Empir-
ically, our results confirm the dominant role of PPE and a positive, economically meaningful
effect of insularity, with strong support in the preferred and BMA-aggregated specifications
although some intermediate specifications yield credible intervals that touch zero, while mor-
bidity (TMA) shows a conditional sign reversal once financing is controlled (discussed in
Section 5), and surface and dispersion play a minor role. The framework is transferable
to education and social services and to other federal or quasi-federal countries facing demo-

graphic and territorial pressures (Greene, 2004, 2007; Steel, 2020).

3. Data

3.1. Variables and Measurement

We build a balanced panel for the 15 common-regime Autonomous Communities in Spain over
20102022, excluding 20202021 to avoid COVID-19 distortions in spending and outcomes.*

The dependent variable is log health expenditure per protected person, using ESA/COFOG

4The effective estimation sample covers 2010-2022 (excluding 2020-2021), yielding N = 15 x 11 = 165
observations. Data for 2009 are retained in the dataset to construct the one-year lag on financing variables
(11, 12, Def) but do not enter the estimation directly.
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non-financial uses (accrual basis) recorded at the regional level.” Structural cost drivers
include age-adjusted protected population (PPE), geography (surface, dispersion, insularity),
and population health status (age-adjusted mortality, TMA). To strip fiscal preferences from
the frontier, we incorporate a financing decomposition into lagged normative resources (I11),
lagged taz-policy component (12), and lagged non-financial balance (Def); these are measured
per adjusted inhabitant and enter with a one-year lag.

All variables, units and sources are summarised in Table 2. Descriptive statistics appear
in Table 3 and correlations in Figure 1.

Expenditure (dependent variable). We use the logarithm of ESA/COFOG non-
financial uses in health per protected inhabitant. The log transformation stabilises variance
and facilitates interpretation in frontier models.

Structural cost drivers. The PPE variable is defined as the share of age-adjusted pro-
tected population over protected population. Health status is measured by the age-adjusted
mortality rate (TMA,,), constructed as: TMA,, = TMA x 100,000/PP, where TMA is the
age-adjusted mortality rate expressed per 100,000 population and PP is protected population.
This yields a measure of age-adjusted deaths per 100,000 per protected inhabitant, with a
sample mean of approximately 50 (Table 3). This construction differs from a naive division of
raw death counts by protected population, which would yield values approximately 100,000
times smaller. Geography is captured through surface (km? per protected inhabitant), dis-
persion (number of small local entities per protected inhabitant, all according to their legal
definition), and insularity (distance to mainland in km per protected inhabitant). These
variables enter the cost frontier as the fundamental cost drivers of minimum expenditure.

Throughout, we normalise structural cost drivers by protected population (PP) rather
than residential population (PR), which is also available in the dataset. This choice is delib-
erate: PP captures the population actually covered by the National Health System, excluding

individuals whose primary coverage is private insurance. Using residential population would

5Using ESA/COFOG on an accrual basis improves comparability relative to cash-budget aggregates by
imputing costs to the year when goods and services are actually received.
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conflate the structural cost of serving public health users with the demographic composi-
tion of the general population, potentially biasing estimates in regions with heterogeneous
private insurance uptake. To our knowledge, most empirical studies of regional health ex-
penditure use residential population as the denominator; our use of protected population is
consistent with the Spanish adjusted population formula and more directly interpretable as
a cost-per-user measure.

Financing and preferences. To condition on fiscal behaviour and choices, we in-
clude three controls measured per adjusted inhabitant with a one-year lag: (i) I1 (norma-
tive/homogeneous effort resources), (ii) 12 (tax-policy component capturing discretionary use
of normative competences), and (iii) Def (non-financial balance, deficit/surplus).5. These
variables do not feed into the final needs weights. They serve to account for differences in
preferences and available funding levels so that frontier coefficients for structural cost drivers
reflect costs at a standard effort level.”

Heterogeneity in inefficiency. Following health SFA practice, the one-sided ineffi-
ciency term is allowed to depend on income per capita (log GDP) and inequality (Gini), as
well as a random component capturing latent heterogeneity, under a scale-property specifica-
tion. These covariates enter the inefficiency distribution, not the frontier, and are interpreted
as management /quality-of-institutions shifters rather than structural needs.

Timing, lags and exclusions The panel excludes 2020-2021 due to pandemic distor-
tions in expenditure patterns. Financing variables are lagged one year to reflect decision
timing (resources available influence next-year choices) and to avoid mechanical simultane-
ity. Structural cost drivers are contemporaneous with expenditure, consistent with a cost

frontier conditional on service output and structural drivers.

6Detailed adjustments to ESA non-financial resources and their decomposition are documented in Ap-
pendix B

"The lag aligns with budget decisions and mitigates contemporaneous feedback between realised spending
and financing.
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3.2. Descriptive evidence

Table 3 reports the distribution of all variables; Figure 1 presents the correlation matrix for
the core set (log expenditure, PPE, TMA, geography, financing). As expected, log expen-
diture correlates positively with PPE, TMA and the financing controls; the raw bivariate
correlation between insularity and expenditure is small and slightly negative (r ~ —0.06),
while surface and dispersion show smaller and less consistent patterns. The role of insularity
as a positive cost shifter only emerges in the multivariate frontier analysis once age structure
and other determinants are controlled for; this is consistent with the multicollinearity pat-
terns reported by De la Fuente and Gundin (2009). These descriptive patterns anticipate the
frontier estimates, but the formal separation between needs and inefficiency is established
econometrically in Section 4.

A potential concern is endogeneity between y;; and certain covariates—particularly health
status (TMA). In our setting, TMA is treated as an output-related cost covariate within a
dual health production/cost perspective and is not a managerial choice variable in the short
run. Moreover, (i) the frontier’s composed error differentiates inefficiency from random noise;
(ii) financing variables are included lagged to control for contemporaneous fiscal behaviour;
and (iii) we assess model uncertainty via BMA, which averages across specifications (e.g.,
with/without particular covariates) to reduce sensitivity to inclusion choices. Together, these
elements mitigate standard simultaneity concerns without overburdening the design with

instruments.®

8We also report robustness by re-estimating model classes that vary the placement of heterogeneity (fron-
tier vs. inefficiency parameters) and the inclusion/exclusion of specific covariates; posterior weights are
aggregated via BMA and presented with credible intervals.

13



4. Methods

4.1. Econometric specification

We model realised log spending on health per protected inhabitant as a stochastic frontier

with a composed error term:

Yie = Tl + Vi — Ui, Vst NN(O,Uf), (4.1)

where i indexes regions and ¢ years. The vector x; contains structural cost drivers (PPE,
geography: SUP/ENT/INS, and health status: TMA) and—for identification—the financing
decomposition (I1, 12, Def) used to disentangle preferences from the frontier,” all measured
per adjusted inhabitant and lagged one year. The one-sided term w;; > 0 captures inefficiency
(deviation from best practice), so the frontier in (4.1) is interpreted as the minimum cost
consistent with equal service standards.(Aigner et al., 1977; Meeusen and van den Broeck,
1977; Greene, 2004, 2007)

A central feature of our identification strategy is the explicit modeling of the one-sided
term wu;, which allows us to disentangle structural needs from managerial performance. Fol-
lowing health applications in SFA, we allow u;; to follow a truncated normal whose location
and scale depend on observed covariates (e.g., log GDP per capita and Gini) and a random

effect that captures latent heterogeneity:

Uig ~ TN+(Mita Ui,it)7 pie = pr-exp(ziy) and oy = 0y - exp(2Y), (4.2)

where z; includes management/quality determinants (log GDP, Gini) and a region-specific
random component; the specification in (4.2) preserves the scale property so that location

and dispersion shift proportionally.(Battese and Coelli, 1995; Greene, 2004, 2007; Galdn

911/12/Def enter to condition on fiscal behaviour and timing. They are not used to compute needs weights;
see Section 4.3.
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et al., 2014) This design differentiates heterogeneity in efficiency from structural needs on
the frontier, avoiding the common misattribution of cost differences to management.(Greene,
2004)

Given that both frontier specification and inefficiency structure affect inference, we ad-
dress specification risk by estimating five model classes that progressively expand the frontier
specification and, in M5, introduce covariate-dependent heterogeneity in the inefficiency dis-
tribution:

e M1 (baseline): Frontier includes intercept, TMA, PPE only; homogeneous inefficiency

wy ~ TNT(0,02).

e M2 (4 geography): Adds SUP, ENT, INS to the frontier; homogeneous inefficiency.

e M3 (4 total financing): Adds FINANgp4 to the frontier; homogeneous inefficiency.

e M4 (+ decomposed financing): Adds [1gpa, 12rpa, Defrpa to the frontier; homo-

geneous inefficiency.

e MS5 (scale-property): Same frontier as M4; inefficiency distribution has scale-property

heterogeneity with z = {log GDP, Gini}.
This menu allows us to test which frontier covariates are material and whether the scale-
property specification improves fit and prediction.(Galan et al., 2014)
Table 1 (in the Tables section at the end of the manuscript) summarises the five model

classes.

4.2. Estimation and Model Averaging

We adopt weakly-informative priors for frontier coefficients and inefficiency parameters:

B~ N (0, 1001), v~ N(0, I), (4.3)

oy ~HN(0, 1), &, ~ HN(0, 1), (4.4)

15



where HN denotes the half-normal distribution. Half-normal priors on standard deviations
are preferred to inverse-gamma priors on variances, as they place less mass near zero and
improve sampler geometry (Gelman, 2006). Posterior inference is obtained via Hamiltonian
Monte Carlo (HMC) using Stan (Vehtari et al., 2017), with a non-centered parameterization
for the latent inefficiency terms wu; to improve mixing when o, is small. We run 4 chains
with 2,000 warmup and 2,000 sampling iterations each, and verify convergence using trace
plots, R statistics, and effective sample sizes.'”

We compare models using leave-one-out cross-validation (LOO-IC), computed via Pareto-

smoothed importance sampling (Vehtari et al., 2017). Let M = {M,..., M5} denote the

model space. For any quantity of interest @), we adopt Bayesian Model Averaging (BMA):

EQ|D] = ) E[Q|D, M- p, (4.5)

where p; are LOO-based stacking weights (Yao et al., 2018) that optimise predictive per-
formance rather than assuming the true model lies within the candidate set. Following
Garcia-Donato et al. (2025), we interpret these weights as relative weights within the candi-
date model space rather than as absolute probabilities of model truth—a distinction that is
especially important when, as here, the candidate set is small and does not exhaustively span
the specification space. This conservative interpretation strengthens rather than weakens the
governance application: BMA serves as a transparent, reproducible device for aggregating
evidence across plausible specifications and limiting ex-post cherry-picking, without requir-
ing the strong assumption that the true data-generating process is one of My, ..., M5 (Steel,

2020). Stacking weights are reported explicitly in Table 4.

10The underlying ESA/COFOG panel, estimation code, and detailed diagnostic summaries are provided
in the accompanying replication files and Appendix to ensure full transparency and reproducibility.
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4.3. From Posterior Coefficients to Policy Weights

Following De la Fuente and Gundin (2009), the allocation weight for structural cost driver k

within the health block is:

Bk * T
Wp =

= —Zﬂj-@ X

jeES

100, (4.6)

where wy, is expressed as a percentage so that ), cwy = 100, Zj is the sample mean of
variable k over the estimation sample (N = 165), and S = {PPE,,, INS,,} is the set of struc-
tural cost drivers with positive posterior means across the well-identified models (M3-M5)
whose credible intervals exclude zero in the preferred and BMA-aggregated specifications,
with INS,,’s interval touching zero in M4. SUP,, is excluded despite a positive posterior
mean in M5 because its credible interval includes zero in all five model classes, indicating
insufficient evidence of a robust positive structural cost effect. This is consistent with De la
Fuente and Gundin (2009), who also find a zero estimate for surface area when explaining
total health expenditure for surface area in their benchmark analysis. ENT,, and TMA,,
are excluded for reasons discussed in Section 5. Financing controls (I1gpa, 12rpa, Defrpa)
do not enter S; they serve identification only.!! Under BMA, weights are aggregated as
opMA =30 w,gm) - Pm, Where p,, are the stacking weights from equation (4.5).

In practice, we apply equation (4.6) to each posterior draw rather than to posterior means,
yielding a full posterior distribution for each wy and enabling credible-interval reporting.

All reported weights are posterior means with 95% credible intervals computed from 8,000

posterior draws (4 chains x 2,000 samples) per model.

Worked example (M4 posterior means). (i) Take posterior means for variables in
S: Bppp = 0.680, Bins = 0.080. (i) Multiply by sample means: PPE: 0.680 x 1.070 =
0.728; INS: 0.080 x 0.061 = 0.0049. (iii) Sum the positive contributions: 0.728 4 0.0049 =

1We adapt the De la Fuente and Gundin (2009) framework to a panel context by using sample means
rather than population-weighted national averages as reference points. The two approaches are equivalent
when the sample is balanced across regions, as in our case.
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0.733. (iv) Divide and multiply by 100: wppg = (0.728/0.733) x 100 = 99.3%; wins =
(0.0049/0.733) x 100 = 0.7%. Under BMA, this procedure is repeated for each model’s
posterior draws and averaged by stacking weights p,,.

To ensure stability, we conduct sensitivity analyses varying: (i) the prior scale on [ and
ou; (ii) the inefficiency distribution (half-normal, exponential, truncated-normal); (iii) the
time period (pre-pandemic 2010-2019 vs. full sample); and (iv) the inclusion/exclusion of
specific covariates. Results are reported in Section 5, the Appendix (Table 9), and the

Supplementary Appendix (Tables S1-S4).

5. Results

5.1. Frontier Estimates and Model Comparison

Table 4 reports LOO-based predictive performance and stacking weights across the candidate
model classes. The scale-property model M5 receives the largest stacking weight (ps = 0.942),
with M3 and M4 capturing the residual predictive mass (p3 = 0.046, p; = 0.012); M1-M2
receive negligible weight. Throughout, stacking weights are interpreted as relative predictive
contributions within the candidate set rather than literal probabilities that the true model
is included (Garcia-Donato et al., 2025; Yao et al., 2018).

Across model classes, four patterns stand out in the frontier estimates (Table 5). First,
age structure (PPE,,) is the dominant structural cost driver, with posterior means that
are positive and credibly different from zero across all specifications. Second, insularity
(INS,,) is positive and economically meaningful, with strong support in the preferred and
BMA-aggregated specifications; its posterior mean is positive across M2-M5, although the M4
credible interval touches zero (Table 6). This confirms that remoteness generates recurring
logistical and capacity costs beyond what demographics alone explain. Third, surface area
(SUP,,) has a positive posterior mean in the preferred specifications (M5: 0.861), but with

wide credible intervals that include zero, indicating genuine uncertainty about its incremental
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contribution conditional on other cost drivers. Fourth, dispersion (ENT,,) exhibits a
negative conditional posterior mean across M2-M5. The negative sign reflects a suppression
effect operating through age structure rather than a geography artefact: the raw correlation
between ENT,,, and log expenditure is positive (r = +0.17), but the partial correlation
controlling for PPE,,, is negative (r = —0.21), with ENT,,, and PPE,,, themselves correlated
at r = +0.62. Regions with many populated entities tend to have older populations; once
age structure is controlled, territorial dispersion does not independently raise per-capita
costs. Variance inflation factors for all structural cost drivers are below 2.7, confirming that
collinearity is moderate rather than severe. We do not treat ENT,, as a robust positive cost
driver.

Health status (TMA,,) is positive but imprecise in specifications without financing
controls (M1-M2), with 95% credible intervals spanning zero. Once the financing decompo-
sition enters (M3-M5), the conditional effect of TMA is not robustly positive. This pattern
persists when TMA,, is replaced by its one-year lag, which mitigates short-run reverse-
causality concerns, and in the pre-pandemic subsample (2010-2019), where the credible in-
terval spans zero. This reflects an identification challenge: normative fiscal capacity and
population health status are correlated across regions, and once the financing decomposition
enters the frontier, the variation attributable to morbidity cannot be separated from the
variation absorbed by fiscal capacity. To identify which component of the financing decom-
position drives the sign reversal, we estimate two intermediate specifications: one adding only
I1grpa to the M2 frontier, and one adding I1zp4 and I12pp4. The TMA,, posterior mean flips
from 40.000137 to —0.000292 at the first step—when only normative resources (I1) enter—
and the posterior mass shifts strongly toward negative values (Table S5 of the Supplementary
Appendix). Adding 12 and Def refines but does not qualitatively change this picture. This
identifies normative fiscal capacity as the component absorbing the cross-regional variation
otherwise attributed to health status: regions with worse population health outcomes sys-

tematically receive lower normative resource allocations, and once this is conditioned out,
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TMA'’s independent contribution cannot be isolated. This is an identification challenge, not
a finding that morbidity is structurally irrelevant.

We exclude TMA,, from the needs-weight formula because its independent contribution
cannot be identified reliably in our framework, not because we conclude it is not a genuine
cost driver. We treat this as an important open question for future research and return to
its interpretation in Section 6.

The financing decomposition behaves as expected throughout: the normative resource
component (I1zp4) is positively associated with spending, the tax-policy component (12zpa)
is positive but less precisely estimated—reflecting the smaller cross-regional variance of 12
relative to 11, which limits the information available to identify its separate effect—and
the lagged non-financial balance (Defgpa) is consistent with higher spending under larger
deficits. These variables discipline identification but do not enter the needs-weight formula.

Full convergence diagnostics for all policy-relevant parameters are reported in Appendix A

(Table 8 and Figure 2).

5.2. Allocation Weights and Model Robustness

Table 6 reports posterior means and 95% credible intervals for the allocation weights under
each model class and BMA aggregation. The BMA-aggregated weights (driven predominantly
by M5) imply: PPE,, ~ 98.4% (95% Crl: 96.3-100.0%) and INS,, ~ 1.59% (95% CrI: 0.03-
3.70%). SUP,, is excluded from the formula because its credible interval includes zero across
all model classes; this is consistent with De la Fuente and Gundin (2009), who find a zero
estimate for surface area when explaining total health expenditure. ENT,, and TMA,,, also
receive zero weight in the formula for reasons discussed above.

Our results are broadly consistent with the benchmark estimates of De la Fuente and
Gundin (2009), who apply a related cost-function methodology to Spanish regional health
data. They find PPE,, dominates at approximately 96%, insularity carries a small positive

weight (= 0.42%), dispersion is excluded due to implausible negative signs, and their direct
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aggregate estimate for surface area is 0.00%. All of these findings are consistent with ours.
Notably, they explicitly acknowledge that their sample size makes precise estimation of geo-
graphic effects difficult; our Bayesian framework with a larger panel (N = 165 versus N = 34)
and formal credible intervals provides more reliable uncertainty quantification, yet reaches
the same substantive conclusions. The convergence of results across methodologies, time

periods, and sample sizes strengthens confidence in the policy-relevant weights we report.

PPE dominance. A potential concern is whether PPE,,’s dominant weight reflects a
mechanical specification artefact. Our decomposition shows it does not: PPE,, dominates
for two reinforcing substantive reasons. It carries the largest posterior coefficient across all
specifications (0.39-0.68) and its sample mean (1.07) is an order of magnitude larger than
INS,, (0.06) or SUP,, (0.016), so the weight formula amplifies both effects multiplicatively.
In terms of contribution to cross-regional frontier cost variation, PPE,,, accounts for 25-43%,
INS,, for 10-12%, and SUP,, for 3-10% (Supplementary Appendix, Table S3). Note that
this decomposition reflects contribution to cross-regional cost variation, not formula weights;
SUP,,, contributes to variation but does not meet the inclusion threshold. This is consistent
with the broader literature on demographic ageing as the primary driver of regional health

cost differences (De la Fuente and Gundin, 2009).

Prior sensitivity. Varying prior scales over a wide but plausible range (tight: 5 ~ A(0, 251);
baseline: 5 ~ N(0,1001); diffuse: 8 ~ N(0,4001)) leaves PPE,, and INS,, weights within
or tighter than their within-model credible intervals (Table 9; Figure 3). The weights are

effectively insensitive to prior specification.

Distributional robustness. Replacing the half-normal inefficiency distribution with ex-
ponential or truncated-normal alternatives leaves weights essentially unchanged: PPE,,
ranges from 99.2-99.6% and INS,,, from 0.35-0.81% across distributional choices (Supplemen-

tary Appendix, Table S1). Notably, the exponential specification attains the highest LOO
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among the three distributions, confirming that the half-normal is not uniquely preferred on
predictive grounds—yet the policy weights are robust regardless of this choice. This directly
addresses concerns about sensitivity to distributional assumptions in the identification of

structural needs.

Post-pandemic robustness. Restricting the sample to 2010-2019 yields PPE,, and INS,,
weights that are stable relative to the full sample (Supplementary Appendix, Table S2). The
main difference is that TMA,,’s credible interval spans zero in the pre-pandemic period,

strengthening the case for its exclusion from the needs formula.

Regional allocation simulation. A simulation of allocations under status quo versus
revised BMA weights indicates economically coherent reallocations: regions combining insu-
larity and higher age-adjusted demographic needs tend to gain, while demographically old but
geographically compact regions tend to lose, holding the total health-block envelope fixed.

Detailed region-level reallocations are reported in the Supplementary Appendix (Table S4).

5.3. Determinants of Inefficiency: Inequality and Governance Shifters

Turning to the inefficiency equation (Table 5, lower panel), the scale-property model M5
identifies the Gini index and regional GDP per capita as shifters of the distance to the
health production frontier. The posterior mean for gy is positive (0.19, 95% Crl: 0.04-
0.36), indicating that higher income inequality is associated with greater inefficiency; iog P15
is negative (—3.38, 95% Crl: —7.01 to —0.32), suggesting that wealthier regions possess
superior administrative capabilities, with the credible interval excluding zero.

These results offer governance insights within the context of second-generation fiscal fed-
eralism. The positive effect of the Gini index suggests that increasing inequality acts as a
“complexity tax” on regional administrations—high levels of social stratification likely gener-
ate fragmented demands and coordination gaps, raising the costs of service delivery beyond

what structural needs alone explain. By identifying inequality as a driver of administra-
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tive strain, our framework directly addresses the challenges highlighted by polarization and
broad-ranged inequality on the social welfare state. The fact that models incorporating both
observed and latent heterogeneity (M5) yield superior predictive performance underscores
that treating inefficiency as a structured governance problem, rather than simple residual

noise, is essential for transparent identification of regional needs.

6. Discussion and Conclusions

6.1. Evidence-based budget discipline and model uncertainty

The evidence separates needs from preferences and inefficiency in a way that is both sta-
tistically disciplined and policy-ready. Demographics (PPE) dominate the health block and
insularity carries a positive, economically meaningful weight that is strongly supported in
the preferred and BMA-aggregated specifications, although some intermediate specifications
yield credible intervals that touch zero, while surface contributes modestly and dispersion
is excluded (negative conditional coefficient). Models that recognise heterogeneity in the in-
efficiency distribution—especially the scale—property specification—dominate in fit and pre-
diction; BMA then delivers consensus weights with credible intervals suitable for governance
decisions.

Our estimates translate into policy-ready weights for the health block (Table 6), ag-
gregated via BMA to provide consensus allocations with credible intervals (Table 7). In
practice, this enables a simple rule anchored in governance: the centre finances structural
need—dominated by age structure (PPE), with a positive and economically meaningful role
for insularity (INS) that is strongly supported in the preferred and BMA-aggregated spec-
ifications, even though some intermediate specifications yield credible intervals that touch
zero—and does not finance managerial slack or locally chosen preferences (deficits, tax policy
choices). Health status (TMA) is excluded from the needs formula because its independent

contribution cannot be reliably identified once fiscal capacity is controlled; we treat this as
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an open question for future research rather than as evidence that morbidity is not a genuine
cost driver (Section 5). A stochastic frontier pins down the minimum cost compatible with
equal service standards (Aigner et al., 1977; Meeusen and van den Broeck, 1977; Greene,
2004, 2007); BMA then shields the rule from specification cherry-picking by averaging across
models with LOO-based stacking weights (Steel, 2020; Yao et al., 2018).

The BMA approach provides an explicit account of model uncertainty and specification
choices. For each policy-relevant quantity (e.g., the weight on INS or TMA) we report pos-
terior means and credible intervals plus the model posterior weights behind them (Table 4).
This transparency reduces the scope for ad hoc renegotiations of the formula and makes
technical disagreements -regarding model or weights- tractable, improving the credibility of

the allocation mechanism (Steel, 2020).

6.2. Equity and Performance Management

As established in Section 5, TMA’s exclusion from the formula reflects an identification
challenge rather than a claim about its structural irrelevance: normative fiscal capacity
(I1) absorbs the cross-regional variation otherwise attributed to health status, and TMA’s
independent contribution cannot be isolated once this is conditioned out. The efficiency
distributions from the u;; term remain useful as a diagnostic for performance management:
they inform capacity-building and managerial support where inefficiency is persistently high,
while the frontier prevents over-penalising regions with genuine structural costs (Greene,
2004, 2007). The scale-property specification stabilises inference across regions and time,

reducing spurious volatility in performance messages (Galdn et al., 2014).

6.3. Implementation and Transferability

A pragmatic adoption path involves:
(a) Calibration: adopt the BMA-aggregated health weights (Table 6) with their 95%

credible intervals; document the mapping from coefficients to weights.
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(b) Publication: release the data definitions (ESA/COFOG, PPE, geography, TMA),
priors, code and diagnostics (Appendix; replication files) to reinforce reproducibility.

(c) Update cycle: re-estimate annually or biennially using rolling windows; publish stress
tests (variable exclusion, heterogeneity placement) and BMA weights.

(d) Governance: set up a technical panel to validate the framework (frontier classes,
LOO-IC criteria, BMA aggregation) and consider evidence-based improvements.

(e) Guardrails: It is important to note that I1/12/Def are excluded from the final needs
equation. Their role is to disentangle fiscal preferences from structural costs at the
frontier, ensuring that inefficiency estimates reflect genuine organizational capabilities
rather than providing a basis for discretionary cuts.

The framework is modular and transferable. First, it can be replicated for education and
social services to deliver a comprehensive, evidence-based formula across spending blocks.
Second, it can be adapted to other federal or quasi-federal systems facing demographic and
territorial pressures. The core logic remains the same: use Bayesian SFA to disentangle
structural needs from inefficiency and discretionary fiscal behaviour, and BMA to consol-
idate consensus estimates with credible intervals through a transparent account of model

uncertainty and specification choices (Greene, 2004, 2007; Steel, 2020).”

7. Limitations and future research

While the proposed framework offers a transparent and robust alternative to existing allo-
cation methods, several constraints should be considered when interpreting these findings.
These limitations provide clear avenues for future research and technical refinement.

A primary constraint is the current absence of harmonized regional price indices for health
provision costs across the Spanish territories. Although we mitigate comparability issues by
using standardized ESA /COFOG accrual data and documenting sensitivity in our robustness
checks, the lack of explicit deflators means that some cost variations may still reflect price

level differences rather than structural cost drivers. Future iterations should incorporate
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regional price proxies as they become available to further refine the cost-frontier estimates.

Identifying the efficiency frontier also requires specific assumptions regarding the func-
tional form and the distribution of the inefficiency term. We address this model risk by uti-
lizing a broad space of specifications—specifically the scale-property model—and by employ-
ing BMA to account for model uncertainty. Nevertheless, the choice of a truncated-normal
distribution for inefficiency remains a modeling assumption. Future work could explore semi-
parametric or non-parametric Bayesian frontiers to test the sensitivity of the weights to these
distributional choices.

Furthermore, by focusing exclusively on the healthcare block, this study assumes the
independence of the health sector from other areas of social spending. In reality, sectors such
as education and social services often exhibit cross-block complementarities that influence
long-run health costs. Future research should extend this framework to a joint multi-equation
system using comparable COFOG data to formally test for cross-sectoral interactions and
determine if a holistic, multi-sectoral model significantly shifts the weights identified here.

A further limitation concerns unobserved time-invariant cost heterogeneity at the regional
level. Our specifications do not include region fixed effects or correlated random effects on the
frontier. M5 allows heterogeneity in the inefficiency distribution via GDP and Gini, but this
is conceptually distinct from unobserved heterogeneity in structural costs: a region could have
persistently higher costs for reasons our covariates do not capture—historical infrastructure
configurations, labour market rigidities in health staffing, legacy facility arrangements—that
are not managerial inefficiency. If such unobserved cost heterogeneity is correlated with
PPE,, or INS,,, the frontier coefficients may absorb some of this variation. We note that
with N = 165 observations across 15 regions and 11 time periods, the panel is relatively
short, which limits the feasibility of fully saturated fixed-effects specifications without strong
regularisation. The robustness of the key results across prior specifications, distributional
assumptions, and sample periods provides some reassurance, but future work with longer

panels should formally test for correlated regional heterogeneity using the true random effects
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approach of Greene (2005).

Finally, the separation of preference-driven spending from structural cost drivers relies on
the accuracy of the fiscal capacity and preference proxies. While our use of lagged financing
variables effectively filters out contemporaneous feedback, the definition of a “standard effort
level” is inherently a normative choice in fiscal federalism. Future studies could investigate the
political economy of these weights, examining how the identification of structural minimums

interacts with subnational fiscal accountability and autonomy in diverse federal settings.

8. Conclusion

Designing equitable subnational transfers demands a clear separation between what con-
stitutes structural expenditure needs and what reflects managerial inefficiency or discre-
tionary fiscal preferences. This paper provides a governance-oriented identification framework
that combines Bayesian Stochastic Frontier Analysis (SFA) with Bayesian Model Averaging
(BMA). SFA pins down a “best-practice” cost frontier and assigns deviations to an asym-
metric inefficiency component rather than to need (Aigner et al., 1977; Meeusen and van den
Broeck, 1977; Greene, 2004, 2007); The BMA layer provides a transparent account for model
uncertainty and specification choices, reducing scope for ex-post cherry-picking (Steel, 2020).
Together, they harden the budget constraint: the centre compensates needs, not inefficiency
nor preferences.

Applied to Spain’s regional health sector (20102022, excluding 2020-2021), our evidence
shows three robust patterns. First, age structure (PPE) overwhelmingly drives minimum
expenditure and anchors the health block. Second, insularity (INS) is positive and econom-
ically meaningful, with strong support in the preferred and BMA-aggregated specifications,
although one intermediate specifications yield credible intervals that touch zero; it deserves
explicit recognition in allocation rules. Third, population health status (TMA) shows a posi-
tive unconditional association with spending, but its conditional effect is not robustly positive

once financing is controlled. We exclude it from the needs formula because its independent
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contribution cannot be identified reliably in our framework, and treat this as an open ques-
tion for future research. Surface (SUP) does not meet the robustness threshold for inclusion
in the formula, while dispersion (ENT') shows a negative conditional coefficient. Models that
incorporate observed and latent heterogeneity in the inefficiency distribution (scale-property
specification) dominate simpler designs in fit and prediction; BMA then consolidates policy-
ready weights with credible intervals.

The policy translation is straightforward. Within the health block of the adjusted pop-
ulation formula, the BMA-aggregated weights reaffirm the primacy of PPE and elevate the
role of insularity, while the inability to identify a robust independent contribution of mor-
bidity (TMA) once fiscal capacity is controlled is treated as an open question requiring
further research. Publishing the data definitions (ESA/COFOG), priors, code, diagnos-
tics and the mapping from coefficients to weights strengthens transparency and credibility.
More broadly, the frontier/inefficiency split supports performance management: inefficiency
estimates inform capacity-building and administrative support without penalising genuine
structural costs.

Our approach is transferable. The same framework can be replicated for education and
social services to deliver a comprehensive, evidence-based formula across spending blocks,
and adapted to other federal or quasi-federal systems seeking to modernise multi-tier finance
under demographic and territorial pressures. Embedding SFA as the identification engine—to
disentangle structural costs from discretionary behaviour—and BMA as the uncertainty-
resolution layer offers a repeatable governance tool for fiscal equalization.

These findings speak to a debate that extends well beyond Spain. Systems that com-
bine nationally-shared funding system with regional management—Italy’s Servizio Sanitario
Nazionale being the closest counterpart, alongside the capitation arrangements of the English
NHS—grapple with the same question of how far demographic structure, as opposed to mor-
bidity, geography, or socioeconomic conditions, should drive allocation (Piacenza and Turati,

2014; Fantozzi et al., 2025; Rice and Smith, 2001). Our contribution is methodological rather
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than prescriptive about which variables any given system should adopt: like Fantozzi et al.
(2025), who argue that allocation weights should be determined by the distribution of needs
rather than on a discretionary basis, we provide a transparent, evidence-based device for de-
riving those weights while conditioning out fiscal capacity and efficiency. Two of our results
are particularly relevant to these settings. First, the dominance of age structure in explain-
ing structural costs echoes the central role of age-weighted capitation in both the Italian and
English formulas. Second, our finding that the apparent contribution of dispersion largely
reflects a suppression effect operating through age structure parallels a well-documented dif-
ficulty in this literature: needs factors that covary with the age profile can change sign or
significance once age is properly controlled, as evidence from the English NHS illustrates,
where the strong inverse correlation between age and deprivation across areas means that
adjusting for age structure without adequate control for socioeconomic conditions can per-
versely redirect resources toward more affluent, older populations (Barr et al., 2026). A
governance-oriented framework that identifies structural needs while conditioning out fiscal
capacity and efficiency is thus of direct and growing relevance to the recurring recalibration
of allocation formulas in these systems.

Two caveats deserve attention. (i) Data and prices: we lack regional deflators of health
provision costs fully harmonised; we mitigate comparability using ESA/COFOG accruals
and document sensitivity in robustness checks. (ii) Parametricity: the inefficiency distribu-
tion is modelled as truncated-normal under the scale property; we address model risk with
a broad space of specifications and BMA aggregation. These caveats underline that the
framework should be viewed as a dynamic reference standard, updated regularly as data and
administrative capabilities improve.

In short, we provide an identification framework and reproducible evidence to recalibrate
the health block in Spain’s adjusted population formula—and a blueprint for other decen-
tralised settings. By compensating structural needs while avoiding transfers that subsidise

inefficiency or discretionary fiscal behaviour, the approach enhances transparency, fairness
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and accountability in subnational finance. Ultimately, aligning allocation rules with genuine

needs contributes to better governance and, crucially, to citizens’ well-being.

Data and code availability (review stage). To preserve double-blind review, anonymised
replication files (ESA /COFOG panel, variable construction, code, MCMC diagnostics) will be
made available upon request during review. Upon acceptance, all materials will be deposited
in an open OSF repository with a permanent DOI and the full mapping from coefficients to

weights will be documented.
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Tables

Table 1: Model space: frontier and inefficiency specifications (M1-M5)

Model Frontier covariates Inefficiency dist. Heterogeneity Priors
M1 Intercept, TMA, PPE u~TNT(0,02) None g~ N(0,100I);
Ouy 0y ~ HN(0,1)

M2 M1 + SUP, ENT, INS u~TN'(0,02)  None Same

M3 M2 + FINANgpa u~TNT(0,02)  None Same

M4 M2 + Ilgpa, 12rpa, u~TNT(0,02) None Same

DeprA
M5  Same as M4 o ~ Scale property: 8 ~ N(0,100I);
TN (it o5 31) pie = poe?, oy~ N(O,I);
Ou,it = O'uoezit’y; Oy, Ou0 ~~ HN(O, 1)
5 _

{log GDP, Gini}

Models M1-M4 are nested in the sense that each adds covariates to the frontier; M5 additionally introduces
covariate-dependent heterogeneity in the inefficiency distribution via the scale property (Galdn et al., 2014).
The models are not strictly nested in the likelihood sense, which is why we use predictive model comparison
(LOO-IC) and stacking weights rather than likelihood ratio tests for model selection and averaging. o,

denotes the standard deviation with prior o, ~ HN(0,1); 02 its square.
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Table 2: Data and variables

Denomination  Description Unit Source

log(GS,,) ESA non-financial uses in health EUR per protected IGAE (2025);
inhabitant (log) Ministry of

Health (2025a)

PPE,, Age-adjusted protected population Share  of  age- Ministry of Fi-
adjusted protected nance (2025¢)
over protected
population

SUP,, Surface km? per protected Ministry of Fi-
inhabitant nance (2025)

ENT,, Dispersion Number of local en- Ministry of Fi-
tities per protected mnance (2025)
inhabitant

INS,, Insularity Distance to main- Ministry of Fi-
land (km) per pro- mnance (2025)
tected inhabitant

TMA Age-adjusted mortality (health status)  Deaths per 100,000 Ministry of

pp

FINANCIACIONp4ESA non-financial resources (after ad-

I1rpa

[2rpa

DeprA

log PIB
Gini

justments) + lagged non-financial bal-
ance

ESA non-financial resources (after
adjustments), normative/homogeneous
(lagged one year)

Estimated impact of tax-policy choices
(lagged one year)

Non-financial balance (lagged one year)

GDP per capita
Gini index

x (100,000 / pro-
tected population)
EUR per adjusted
inhabitant

EUR per adjusted
inhabitant

EUR per adjusted
inhabitant

EUR per adjusted
inhabitant

EUR per resident
Lorenz-curve based
indicator

Health (2025)

IGAE (2025)

IGAE (2025)

De la Fuente
(2024);  IGAE
(2025); Ministry
of Finance (2025)
IGAE (2025)

INE (2025)
INE (2025)

Notes: Variable names follow Section 4; units and sources mirror the ESA/COFOG framework.
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Table 3: Descriptive statistics

Statistic N Mean Std. Dev. Min Max
log(GS,,) 165 —6.509 0.127 —6.777 —6.173
TMA,, 165 49.070 46.575 6.606 212.103
PPE,, 165  1.070 0.081 0.870 1.448
INS,, 165 0.061 0.166 0.000 0.645
ENT,, 165  0.002 0.003 0.0001 0.012
SUP,, 165 0.016 0.014 0.001 0.049
I1rpa 165  2.840 0.469 1.375 4.113
[2rpa 165 0.007 0.065 —-0.221  0.156
Detrpa 165 —0.340 0.297 —1.339  0.264
log PIB 165 9.997 0.184 9.648 10.497
Gini 165 31.942 2.157 26.600  38.100

The ratio of protected population (PP) to residential population
(PR) ranges from 0.918 (Comunidad Valenciana) to 0.993 (Princi-
pado de Asturias) across regions in 2022, with mean 0.963 and SD
0.019. No region falls below 0.90. The variation is systematic: older
regions have PP closer to PR; younger immigration-destination re-
gions have lower ratios reflecting higher private insurance uptake.
This range is sufficiently narrow that results are unlikely to differ
materially under PR normalisation.
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Table 4: Model evaluation and stacking weights

M1 M2 M3 M4 Mb

LOO-IC (elpd) 1272 130.8 173.0 185.4 195.7
Mean predictive efficiency 0.853 0.869 0.931 0.820 0.933
SD predictive efficiency 0.098 0.094 0.121 0.077 0.062

Stacking weight p,, 0.000 0.000 0.046 0.012 0.942

Notes: LOO-IC computed via PSIS-LOO (Vehtari et al., 2017); stacking
weights via Yao et al. (2018). Higher elpd indicates better predictive per-
formance. Stacking weights are interpreted as relative predictive contributions
within the candidate set.
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Table 5: Posterior means of model parameters (dependent variable: In GS,,)

M1 M2 M3 M4 M5
Cost frontier
Constant —7.31 —7.65 —8.07 —7.75 —7.38
(0.12) (0.17) (0.14) (0.15) (0.177)
TMA,, 0.000226 0.000137  —0.000387 —0.000357  —0.000401
(0.000193)  (0.000188) (0.000158)  (0.000143)  (0.000128)
PPE,, 0.761 1.10 0.935 0.680 0.392
(0.110) (0.17) (0.136) (0.134) (0.140)
SUP,, —0.011 —0.479 —0.261 0.861
(0.71) (0.551) (0.512) (0.576)
ENT,, —-9.17 —7.77 —6.69 —3.90
(3.75) (3.08) (2.89) (2.81)
INS,, 0.138 0.158 0.080 0.089
(0.056) (0.044) (0.044) (0.043)
FINANRpa 0.000195
(0.000020)
Ilrpa 0.000193 0.000174
(0.000018)  (0.000017)
12rpa 0.000301 0.000434
(0.000103)  (0.000102)
Defrpa —0.0000746 —0.0000657
(0.0000278)  (0.0000265)
Inefficiency
YGini 0.190
(0.084)
Viog PIB —3.38
(1.80)
Oy 0.109 0.105 0.078 0.073 0.070
Oy 0.035 0.034 0.040 0.035 0.013

Notes: Posterior means with posterior standard deviations in parentheses. Parameters
with 95% credible intervals excluding zero are discussed in the text. Estimation via
MCMC (Stan, 4 chains, 2,000 warmup + 2,000 sampling iterations). Full convergence
diagnostics in Appendix Table 8.
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Table 6: Estimated allocation weights (%) for the health block

Variable M1 M2 M3 M4 M5 BMA

PPE,, 100.0 99.3 99.0 99.3 98.3 98.4
[98.7,99.9] [98.5,99.6] [98.6, 100.0] [96.2, 99.9] [96.3, 100.0]

INS,, — 0.71 0.96 0.67 1.66 1.59

0.14, 1.28] [0.45, 1.53]  [0.00, 1.39]  [0.06, 3.81]  [0.03, 3.70]

Notes: Weights computed following De la Fuente and Gundin (2009); see Section 4.3. ENT,,,
TMA,, and SUP,, are excluded from the formula: ENT,,, and TMA,, have consistently negative
or zero conditional coefficients across M3-M5; SUP,,, does not have a robustly positive posterior
mean with credible interval excluding zero in any model class. De la Fuente and Gundin (2009)
similarly find a zero estimate for surface area when explaining total health expenditure. All
intervals are 95% credible intervals. BMA weights use LOO-based stacking (Yao et al., 2018).
For transparency, BMA weights computed over M1-M4 only (excluding M5) yield PPE,, =
99.3% (95% Crl: 98.6-100.0%) and INS,, = 0.70% (95% CrI: 0.00-1.41%), with M4 receiving
89.8% of the stacking weight. The broader credible interval on INS,, in this restricted BMA
confirms that the scale-property specification in M5 is the specification that most clearly identifies
the insularity effect; the PPE dominance result is robust to M5’s exclusion.
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Table 7: Comparative weights for the health block: status quo vs.

BMA-based

Variable Status quo BMA (%) Note

PPE,, (age-adjusted pop.) ~97.0% 98.4 [96.3, 100.0] Dominant in both

INS,, (insularity) ~3.0% (geo total) 1.59 [0.03, 3.70] BMA confirms inclusion

SUP,, (surface) (included in geo total) Excluded Positive posterior mean in M5
only; credible interval includes
zero across all model classes;
excluded from formula (see Ta-
ble 6)

ENT,, (dispersion) (included in geo total) Excluded Negative conditional coeffi-
cient

TMA,, (health status) 0% (omitted) Excluded Independent contribution not

reliably identified once fiscal
capacity is controlled

Notes: The status quo column reflects current practice (PPE =~ 97%, geographic determinants ~ 3% in total; morbidity
omitted). The BMA column reports consensus weights with 95% credible intervals (Table 6). ENT,,, TMA,, and SUP,,

are excluded from the formula; see Section 5 for discussion.
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Appendix A: Robustness and Sensitivity

This appendix reports the convergence diagnostics and prior sensitivity analysis most directly
relevant to the empirical results in Sections 5 and 6. Extended robustness checks—including
alternative inefficiency distributions, post-pandemic subsample analysis, PPE dominance de-
composition, and region-level allocation simulation—are reported in the Supplementary Ap-
pendix submitted as a separate supplementary file alongside this revision; all replication code,
data, and diagnostic outputs will be deposited in an OSF repository with a permanent DOI

upon acceptance.

A.1 MCMUC Convergence Diagnostics

Table 8 reports posterior summaries and convergence diagnostics for all policy-relevant pa-
rameters in M4 and M5. For key frontier coefficients and heterogeneity parameters, R <1.05
and ESS values indicate adequate mixing; some scale and variance parameters (notably o,
and gy in M5) have lower ESS in the baseline run, consistent with the known mixing chal-
lenges of scale-property models in small panels (Galan et al., 2014). Long-chain diagnostics
confirm stability of all policy-relevant estimates. Table 8 and Figure 2 report the relevant

summaries.

A.2 Prior Sensitivity

Table 9 and Figure 3 report allocation weights under three prior regimes varying the scale of
priors on frontier coefficients and inefficiency parameters. PPE,, weights range from 98.4-
99.2% and INS,,, weights from 0.81-1.64% across all six model-regime combinations—a range
smaller than the within-model credible intervals. For M4, weights are essentially identical

across all three prior regimes, confirming insensitivity to prior specification.
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Appendix B: Construction of ESA Non-Financial Resources

In this study, non-financial resources recorded annually by each Autonomous Community
(AC) in European System of Accounts (ESA) terms are used to ensure consistency with
the endogenous variable. To accurately reflect the effective spending capacity of each AC,
several adjustments have been applied to the ESA non-financial resources (for further details
on these adjustments, see Melidn and Dorta (2018)):
(a) Expenditures corresponding to transfers to other public administrations (D.73p) origi-
nating from the Autonomous Financing System (AFS) have been deducted.
(b) Compensation payments made to the State by the Autonomous Community of the
Canary Islands following the suspension of the IGTE have been excluded.
(¢) Resources derived from imputed social contributions (D.612) have been removed.
(d) Expenditures related to the participation of local authorities in the resources of the
Canary Islands financing block have been deducted.
(e) Resources from production for own final use (P.12) have been subtracted.

For fiscal years 2010 and 2011, the impact of the negative settlements of the AFS for 2009
and 2010 was removed, given their extraordinary nature. Likewise, from the non-financial
resources of each year, the amounts allocated to each AC to finance non-homogeneous com-
petences have been deducted (except those related to the health area), based on the figures
reported in the annual AFS settlement (Ministry of Finance, 2025), after estimating the
amounts received through advance payments and the subsequent final settlement. Inter-
est expenditure has also been subtracted, given the different levels of indebtedness across
autonomous communities.

The ESA non-financial resources effectively recorded have subsequently been disaggre-
gated into two components:

e Normative component: The amount obtained by applying homogeneous revenue

estimates to the traditional shared taxes (ITPAJD, ISD, fees linked to transferred
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services, gambling taxes, and the Wealth Tax—where total revenue is considered to
arise entirely from the exercise of regulatory powers), as proposed by De la Fuente
(2024), in order to estimate the revenue that each AC would have obtained under a
uniform fiscal effort. For Personal Income Tax (PIT), the normative value determined
by the Tax Agency (AEAT), as reported in the annual AFS settlements, has been used.

e Policy component: Captures the outcome of the exercise of tax regulatory powers

by the ACs and is calculated as the difference between the homogeneous or normative
revenue defined above and the ESA-recorded revenue for traditional shared taxes and
the final effective revenue settled for PIT. An equivalent procedure has been applied
to the resources associated with the Economic and Fiscal Regime of the Autonomous
Community of the Canary Islands.

The purpose of this disaggregation is to allow for a separate assessment of the role of
resources measured under a common fiscal effort and of the effects of AC-specific preferences,
as reflected in their tax policy decisions. Furthermore, to fully capture the effective non-
financial spending capacity of the autonomous communities over the period analysed, the
ESA non-financial balance (net lending or net borrowing) recorded by each AC has been
added to non-financial resources. This variable is used with its accounting sign (negative in
the case of a deficit), which should be taken into account when interpreting the results.

Both non-financial resources and the ESA non-financial balance are expressed per adjusted
inhabitant (rather than per protected inhabitant), so as to more accurately reflect spending
capacity per unit of need, while also accounting for competences other than healthcare that
fall within the remit of the autonomous communities. All variables related to ESA non-
financial resources and balances are introduced with a one-year lag, based on the assumption
that expenditure decisions linked to resource availability do not take place within the same
fiscal year. The remaining variables refer to the population covered by the National Health
System, which has been calculated using the equivalent protected population figures reported

by the Ministry of Health in the annexes to the annual AFS settlement.

44



Table 8: MCMC diagnostics: posterior summaries, R and ESS (M4 and M5)

Model Parameter Mean SD 5% 95% R ESSpux
M4 Intercept —7.753 0.146 —7.993 —7.518 1.011 679
M4 TMA,, —0.00036 0.00014 —0.00059 —0.00012 1.000 5,453
M4 PPE,, 0.680 0.134 0.462 0.897 1.001 2,830
M4 SUP,, —0.261 0.512 —1.107 0.585 1.001 9,157
M4 ENT,, —6.687 2.893 —11.402 —1.912 1.000 3,984
M4 INS,, 0.080 0.044 0.006 0.151 1.001 4,400
M4 Ilrpa 0.000193 0.000018 0.000163 0.000223 1.001 3,828
M4 12rpa 0.000301 0.000103 0.000134 0.000467 1.000 7,202
M4 Defrpa —0.000075 0.000028 —0.000120 —0.000028 1.001 4,458
M4 Ov 0.073 0.006 0.063 0.082 1.007 892
M4 Ou 0.035 0.022 0.003 0.076 1.011 644
M5 Intercept —7.375 0.177 —7.638 —7.102 1.005 931
M5 TMA,, —0.00040 0.00013 —0.00061 —0.00019 1.000 6,283
M5 PPE,, 0.392 0.140 0.165 0.621 1.001 3,015
M5 SUP,, 0.861 0.576 —0.082 1.792 1.001 2,931
M5 ENT), —3.900 2.808 —8.507 0.749 1.000 3,943
M5 INS,, 0.089 0.043 0.018 0.160 1.001 4,399
M5 Ilrpa 0.000174 0.000017 0.000146 0.000202 1.000 4,267
M5 12rpa 0.000434 0.000102 0.000263 0.000598 1.001 4,382
M5 Defrpa —0.000066 0.000027 —0.000109 —0.000022 1.000 4,174
M5 Viog PIB —3.383 1.800 —6.504 —0.592 1.003 1,056
M5 YGini 0.190 0.084 0.061 0.335 1.004 1,103
M5 Oy 0.070 0.004 0.063 0.077 1.001 3,635
M5 Ou0 0.013 0.012 0.001 0.039 1.002 1,434
M5 o 0.041 0.091 0.003 0.118 1.005 929

Posterior inference via MCMC (4 chains, 2,000 warmup + 2,000 sampling iterations per chain). R < 1.05
for all reported parameters. ESS is high for key frontier coefficients and policy-relevant quantities; some
variance and scale parameters in M5 have lower ESS in baseline runs, consistent with known mixing
challenges for scale-property models in small panels (Galdn et al., 2014), but long-chain diagnostics confirm
stability of all policy-relevant estimates.
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Pareto-k diagnostics for PSIS-LOO (Vehtari et al., 2017) are clean for M1 (max k = 0.694,
0 problematic) and M2 (max k = 0.722, 1 problematic). M4 has 3 observations with k& > 0.7
(max 0.905) and M5 has 5 (max 0.797), both concentrated in the post-pandemic 2022 year
which is an acknowledged outlier. M3 has 8 problematic observations (max & = 0.905),
consistent with its low stacking weight of 0.046. For the policy-relevant models M4 and M5,
the proportion of problematic observations (1.8% and 3.0% respectively) is within acceptable

ranges for a small panel (Galan et al., 2014).
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Table 9: Prior sensitivity: allocation weights (%) under alternative prior scales

Regime Model PPE,, INS,,

Tight (8 ~ N(0,25I)) M4 99.19 [98.54, 99.80]  0.81 [0.20, 1.46
M5 98.46 [96.72, 99.60] 1.54 [0.40, 3.28

[ ] [ ]
[ ] [ ]
Baseline (3 ~ A(0,100I)) M4 99.18 [98.52, 99.80] 0.82 [0.20, 1.48]
[ ] [ ]
[ ] [ ]
[ ] [ ]

M5 98.61 [96.93, 99.62| 1.39 [0.38, 3.07

Diffuse (8 ~ N'(0,400I)) M4  99.17 [98.54, 99.78]  0.83 [0.22, 1.46
M5  98.36 [96.55, 99.51] 1.64 [0.49, 3.45

Allocation weights (posterior mean, [95% Crl]) under alternative prior scales with S = {PPE,,,INS,,}.
Tight: 8 ~ N(0,251), 0,0, ~ HN(0,0.5); Baseline: 3 ~ N (0,1001), o, 0, ~ HN(0,1); Diffuse:

B~ N(0,4001), oy, 0, ~ HN(0,2). SUP,, is excluded from the formula (see Table 6). Results confirm
insensitivity of policy weights to prior specification.
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Prior sensitivity: allocation weights under alternative prior regimes
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Figure 3: PPE,, and INS,, allocation weights under tight, baseline, and diffuse prior speci-
fications (M4 and M5). Dots show posterior means; intervals show 95% credible intervals.
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